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Abstract: Recent advances in human motion generation have leveraged large language models (LLMs) to build conversational agents capable of instruction-based synthesis. Motion-Agent represents a compelling step in this direction, yet its core generation engine remains limited in adaptability, physical realism, and multimodal grounding. This proposal introduces three modular extensions to enhance Motion-Agent’s generation capabilities. Firstly, we propose Conditional Temporal Diffusion (CTD), a diffusion-based generator conditioned on few-shot temporal embeddings, enabling rapid adaptation to novel motion styles with minimal examples. Secondly, a Physics-Guided Fine-Grained Controller is designed to impose differentiable physical constraints during generation, improving biomechanical plausibility and trajectory-level control. Thirdly, we introduce a Task-Aware Modality Attention Network (TMAN) that dynamically adjusts attention across text, audio, and scene modalities based on task context, fostering more accurate semantic alignment. Furthermore, these modules aim to improve generalization, controllability, and contextual awareness in motion synthesis. Our approach maintains compatibility with the original conversational interface, while addressing key limitations of current LLM-driven motion agents. Evaluation is planned on benchmark datasets under few-shot and multimodal settings, with metrics spanning fidelity, style consistency, and semantic grounding.
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Introduction 
[bookmark: OLE_LINK2]Human motion generation has recently witnessed significant progress with the integration of large-scale generative models and multimodal learning techniques. Among them, Motion-Agent [1] represents a compelling framework that leverages large language models (LLMs) to build a conversational interface for human motion generation, enabling intuitive control and flexible task specification via natural language. While such LLM-driven systems excel at instruction following and multi-turn interactions, their performance is still constrained by limitations in low-shot adaptability, physical realism, and task-sensitive multimodal understanding.
Specifically, the underlying motion synthesis module in Motion-Agent still relies on pretrained backbones that struggle to generalize under data-scarce settings, often failing to maintain style coherence or semantic fidelity when adapting to novel user-defined motions. Additionally, the generated motions, though visually plausible, often lack physical consistency, leading to unnatural poses and dynamics in interactive or embodied scenarios. Finally, current modality fusion approaches within the agent are largely static, treating input modalities (text, audio, scene) equally [19], and failing to adjust attentional focus based on task requirements, thereby compromising semantic grounding in complex multimodal tasks.
To address these limitations, we propose a series of model-level enhancements that augment the core of Motion-Agent, enabling it to reason, adapt, and generate human motion more intelligently across varied tasks and constraints. Rather than redefining the conversational framework, we focus on extending the agent’s generation backbone by incorporating three novel modules, each designed to tackle a key limitation of the original system:
· First, we introduce Conditional Temporal Diffusion (CTD), a diffusion-based motion generator that integrates temporal-aware conditioning to achieve few-shot style generalization. By leveraging temporal latent representations, CTD is expected to improve the agent’s ability to generate coherent motion trajectories from limited examples.
· Second, we incorporate a Physics-Guided Fine-Grained Motion Controller, which imposes differentiable physics constraints during generation. This module is designed to ensure physically plausible motion synthesis with joint-level control, potentially enhancing realism in tasks that demand biomechanical accuracy.
· Third, we propose a Task-Aware Modality Attention Network (TMAN), which dynamically determines the relevance of each input modality (e.g., text, music, scene) based on task context. By providing adaptive fusion, TMAN is expected to support semantically grounded motion generation across diverse application settings [7,8].
  
Related works 
Human Motion Generation 
Human motion generation has long been a central task in computer graphics and embodied AI. Earlier works focused on statistical modeling of motion primitives or relied on large motion capture datasets to synthesize plausible trajectories using RNNs, VAEs, or GANs [13,15]. With the rise of transformer architectures, recent methods such as MotionGPT [11], MotionDiffuse [2] and T2M-GPT [6], have significantly improved long-term motion coherence and diversity through powerful sequence modeling and diffusion-based generative learning.
While these advancements have enhanced generation quality under supervised settings, most existing models assume access to rich training data and are designed for offline synthesis rather than real-time interaction [20]. Motion-Agent [1] introduces a shift by embedding motion generation within a conversational interface, but its core generator remains built on pretrained motion priors. These models often lack robustness in open-ended or data-scarce scenarios, which motivates our proposal of a Conditional Temporal Diffusion (CTD) module that can better adapt to unseen motion styles from limited demonstrations. 

Few-Shot Adaptation in Motion Models
Few-shot learning has been widely studied in image classification and meta-learning, yet its application in motion generation remains underexplored. Most prior works rely on explicit finetuning or use gradient-based meta-learners such as MAML [17] to transfer knowledge to novel classes. However, in motion generation, where styles and dynamics are both continuous and high-dimensional, these methods face challenges in preserving temporal coherence and semantic fidelity under limited supervision.
Recent efforts such as MetaDiff [4] extend meta-learning with conditional diffusion, achieving promising results in few-shot image generation. Inspired by this line of research [3, 16], we explore how diffusion-based generative modeling can be adapted to the motion domain for few-shot style adaptation. Rather than optimizing learning dynamics, our CTD module encodes temporal context and motion semantics as conditions for diffusion sampling, enabling better generalization and generation quality in low-resource settings. 

Multimodal and Physics-Aware Motion Control 
Multimodal motion generation—driven by text, music, or audio—is gaining traction with works like MotionCLIP [7], AvatarCLIP [8], and Bailando [9]. These models embed input instructions into shared latent spaces and guide motion generation through contrastive or attention-based objectives. However, most treat all modalities equally and statically throughout training, ignoring the task-specific nature of modality importance, which can differ dramatically depending on the motion objective. In contrast, we introduce TMAN (Task-Aware Modality Attention Network) to dynamically adjust modality weights based on task embeddings, improving semantic alignment and adaptability.
Meanwhile, motion realism remains a pressing issue. While methods such as PhysDiff [5] incorporate physics constraints into motion synthesis using differentiable simulation or penalty-based losses, they often operate post-hoc or as auxiliary losses. Our Physics-Guided Fine-Grained Controller is explicitly designed to integrate controllable physics priors (e.g., contact, torque, joint limits) [18] during generation and offer task-aware trajectory-level control, particularly suited for embodied agents and interactive environments.  
 
Methods  
[bookmark: OLE_LINK3][bookmark: OLE_LINK4]Conditional Temporal Diffusion for Few-Shot Motion Adaptation 
To address the limited generalization ability of Motion-Agent in data-scarce environments, we propose a module called Conditional Temporal Diffusion (CTD), which is designed to enable few-shot motion style adaptation through a diffusion-based generation framework [16]. Instead of relying on gradient-based meta-learners, CTD performs generation via a denoising diffusion process [4], conditioned on a compact temporal representation derived from few-shot demonstrations. 
Temporal Conditioning. Let S = { 𝐱₁, ..., 𝐱ₖ } denote a set of K motion sequences, where . We intend to encode these sequences using a temporal encoder , producing a shared style embedding:



This representation is expected to capture temporal dynamics and act as a conditioning signal during motion generation.
Diffusion-Based Motion Generation. We propose to build CTD upon the Denoising Diffusion Probabilistic Model (DDPM) [16], where generation is formulated as reversing a Gaussian noise process:



Here, 𝑐 denotes the task prompt, and 𝜃 are model parameters. Training will involve minimizing a noise prediction loss:



where  is the motion sequence with added noise at timestep , and ​ learns to denoise based on the given conditions.
Few-Shot Adaptation. Instead of performing explicit finetuning, our approach conditions generation on the temporal style embedding, which may allow the model to adapt to novel motion patterns from just a few examples. This formulation could support the generation of stylistically coherent and temporally consistent motions in low-shot settings, aligning with the agent’s need for flexible generalization.

Physics-Guided Fine-Grained Controller
To address the lack of physical plausibility and controllability in LLM-driven motion generation, we propose a Physics-Guided Fine-Grained Controller. This module is designed to introduce differentiable physical constraints into the generation process, potentially improving realism and biomechanical consistency, especially in interactive or embodied scenarios.
Physics-Constrained Motion Refinement. Let  be a generated motion sequence. We define a composite physics loss: 



Here, ​ penalizes foot-sliding or unnatural ground interaction, ​ constrains abrupt velocity changes, and ​​ reflects basic motion laws such as acceleration and torque smoothness [18]. These terms are planned to be implemented using differentiable approximations [5] to ensure backpropagation compatibility during training or refinement.
	Fine-Grained Joint-Level Adjustment. At each frame , the controller may adjust the generated pose via:



This joint-level adjustment could enable localized motion control under task-specific constraints (e.g., one-leg balance, reaching poses), supporting finer behavioral fidelity.
Modular Integration. The controller is intended to function as a plug-in component, applicable either during training or post-generation refinement. This modularity may allow compatibility with various diffusion-based generators while enhancing physical reliability without extensive retraining.

Task-Aware Modality Attention Network 
To enhance multimodal grounding in motion generation, we propose a Task-Aware Modality Attention Network (TMAN). This module is designed to dynamically adjust the contribution of different input modalities—such as text, audio, and scene [7, 8]—based on the semantic requirements of the task, potentially improving contextual alignment and generation accuracy.
Adaptive Modality Fusion. Given input modalities  with corresponding encodings , we define a task representation vector , derived either from the user query or dialogue context. TMAN computes task-conditioned attention weights [9]:



and produces a fused embedding:



This fused representation is used as a condition for motion generation, enabling the model to focus on the most relevant input signal(s) for a given task.
Task Sensitivity and Generalization. TMAN is intended to be especially useful in scenarios where modality relevance varies—such as dance (where audio dominates), or instructional tasks (where text is primary). By learning task-aware fusion patterns, the model may generalize better across task types and reduce over-reliance on any single modality.
Compatibility with Motion-Agent. The module is planned to interface with the language backbone of Motion-Agent, leveraging its task understanding to modulate the multimodal generator. TMAN is designed to be lightweight and trainable end-to-end with the full pipeline, allowing seamless integration without architectural disruption.

Experiments Design  
Datasets 
We plan to evaluate on HumanML3D [10] and KIT Motion-Language [13], two benchmark datasets for language-conditioned 3D motion generation. Both offer diverse prompts and corresponding MoCap sequences. To assess multimodal and physics-aware generation, we further consider augmenting with AIST++ [12] (music-driven dance) and GRAB [14] (object-interaction motions) as optional testbeds.

Evaluation Metrics
We propose to adopt the following standard metrics:
· FID and Diversity Score, to assess realism and generative variance;
· R-Precision, for text-motion alignment;
· Physics Consistency, including foot contact error and energy smoothness;
· Few-shot Adaptation Accuracy, computed as similarity between generated motion and reference samples in 1-shot and 5-shot settings.
· Motion Consistency Score: To capture style and control consistency over time
· Multimodal Consistency Score: To evaluate semantic coherence between generated motions and text/audio/video inputs.

Baselines
We plan to compare with:
· Motion-Agent [1] (backbone baseline);
· MotionDiffuse [2], MotionGPT [11](diffusion-based generators);
· MetaDiff [4](few-shot diffusion learning);
· MotionCLIP [7], AvatarCLIP [8] (multimodal baselines);
Additionally, ablations of our own modules: CTD, Controller, and TMAN.

Experimental Setup
We intend to simulate low-resource conditions by limiting available training sequences per style. Experiments will be run with 1-shot / 5-shot / 10-shot settings. All models will be trained using the AdamW [21] optimizer with cosine learning rate decay. Our pipeline will be evaluated both with and without physics control and attention-based modality fusion to assess modular contributions. 
 
Expected Outcomes 
We hypothesize the following outcomes from our proposed extensions to Motion-Agent:
CTD may enhance motion quality and coherence under few-shot constraints;
Physics Controller is expected to improve biomechanical plausibility;
TMAN may provide better task-specific alignment across modality types;
Overall, the enhanced agent is expected to generalize better to unseen tasks while preserving realism and semantic fidelity.

Conclusion 
This proposal aims to extend Motion-Agent with three novel modules: Conditional Temporal Diffusion (CTD) for few-shot adaptation, a Physics-Guided Controller for fine-grained control, and a Task-Aware Modality Attention Network (TMAN) for dynamic multimodal grounding. These components are designed to enhance adaptability, realism, and context awareness in motion generation. We plan to evaluate the proposed approach on benchmark datasets under few-shot and multimodal settings. This work is expected to advance the development of more responsive and generalizable LLM-based motion agents for embodied AI and interactive systems.
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